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Abstract. The Supporting Hyperplane Optimization Toolkit (SHOT)
solver was originally developed for solving convex MINLP problems, for
which it has proven to be very efficient. In this paper, we describe some
techniques and strategies implemented in SHOT for improving its perfor-
mance on nonconvex problems. These include utilizing an objective cut
to force an update of the best known solution and strategies for handling
infeasibilities resulting from supporting hyperplanes and cutting planes
generated from nonconvex constraint functions. For convex problems,
SHOT gives a guarantee to find the global optimality, but for general
nonconvex problems it will only be a heuristic. However, utilizing some
automated transformations it is actually possible in some cases to re-
formulate all nonconvexities into linear form, ensuring that the obtained
solution is globally optimal. Finally, SHOT is compared to other MINLP
solvers on a few nontrivial test problems to illustrate its performance.

Keywords: Nonconvex MINLP · Supporting Hyperplane Optimization
Toolkit (SHOT) · Reformulation techniques · Feasibility relaxation

1 Introduction

Mixed-integer nonlinear programming (MINLP) constitutes a difficult class of
mathematical optimization problems. As MINLP combines the combinatoric na-
ture of mixed-integer linear programming (MILP) and nonlinearities of nonlinear
programming (NLP), there is still today often a practical limit on the size of the
problems (with respect to number of constraints and/or variables) that can be
solved. While this limit is constantly pushed forward through the means of com-
putational and algorithmic improvement, there are still MINLP problems with
only a few variables that are difficult to solve. Most of these cases are nonconvex
problems, i.e., MINLP problems with either a nonconvex objective function or
one or more nonconvex constraints, e.g., a nonlinear equality constraint.

Globally solving convex MINLP problems can nowadays be regarded almost
as a technology, as seen in a recent benchmark [10]. However, global nonconvex
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MINLP is still very challenging. Solvers for this problem class include Antigone
[18], BARON [21], Couenne [1] and SCIP [5]. These solvers mostly rely on spatial
branch and bound, where convex understimators and concave overestimators are
refined in nodes in a branching tree. There are also reformulation techniques that
can transform special cases of nonconvex problems, e.g., signomial [14] or general
twice-differentiable [16], into convex MINLP problems that can then be solved
with convex solvers.

The requirement to solve the MINLP problem to guaranteed optimality or
having tight bounds on the best possible solution may be a nice bonus, but for
many real-world cases, it is not always a necessity or even possible. Often end
users of optimization software are mostly interested in finding a good-enough
feasible solution to the optimization problem at hand within a reasonable time.
For these use-cases, local MINLP solvers may be worth considering. Here, a local
solver for MINLP is defined as a solver that while it does solve convex problems
to global optimality, it cannot guarantee that a solution is found for a nonconvex
problem, let alone a locally or globally optimal one. However, local solvers are
often faster than global solvers, and in many cases they also manage to return
the global solution, or a very good approximation of it. Local MINLP solvers
include AlphaECP [13], Bonmin [2], DICOPT [6] and SBB [4]. SHOT is a new
local solver initially intended mainly for convex MINLP problems [15].

In this paper, the following general type of MINLP problem is considered:

minimize f(x),

subject to Ax ≤ a, Bx = b,

gk(x) ≤ 0 ∀k ∈ KI ,

hk(x) = 0 ∀k ∈ KE ,

xi ≤ xi ≤ xi ∀i ∈ I = {1, 2, . . . , n},
xi ∈ R, xj ∈ Z ∀i, j ∈ I, i 6= j.

(1)

Here, the nonlinear functions f , g and h are considered to be differentiable,
but we set no restriction on the convexity of the functions. In this paper, as
is often the case in MINLP, we refer to solutions that fulfill all the constraints
in problem (1) as primal solutions, and the objective function value of the best
known primal solution, the lowest value in case of a minimization problem, as
the primal bound. A dual solution will then be a solution to a relaxed version
of problem (1), e.g., where the integer or nonlinear constraints are ignored. The
dual bound will then correspond to the best possible value the objective function
can take and the goal in global optimization is to reduce the gap between the dual
and primal bound to zero. Most deterministic global MINLP solvers will return
both a primal and a dual bound, while a local solver normally only provides a
primal bound.
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2 The SHOT solver

SHOT is an open source solver3, combining a primal and a dual strategy as de-
scribed in detail in [15]. The dual strategy is based on the extended supporting
hyperplane (ESH) [11] and extended cutting plane (ECP) [20] algorithms. These
iteratively improve the polyhedral outer approximation, in the form of a MILP
problem of the nonlinear feasible set in the MINLP problem by adding linear
cuts in the form of supporting hyperplanes or cutting planes. The dual strategy
is tightly integrated with the underlying MILP solver (CPLEX, Gurobi or Cbc).
The primal strategy in SHOT includes several (deterministic) heuristics such as
solving NLP subproblems with fixed-integer values or utilizing alternative solu-
tions in the MILP solver’s solution pool, to find solutions fulfilling all constraints
in the MINLP problem. Including other primal strategies such as the center-cut
algorithm [9] is also planned.

Example 1. In Fig. 1, it is illustrated how the original nonconvex strategy in
SHOT works on a simple MINLP problem of two variables (2 ≤ x1 ≤ 8 and x2 ∈
{0, 1, 2}). The objective is to minimize f(x1, x2) = x1−x2. There are two linear
constraints l1(x1, x2) ≤ 0 and l2(x1, x2) ≤ 0. The problem also has a nonconvex
feasible set resulting from the intersection of two nonlinear constraints.

Fig. 1 illustrates that SHOT is not well-equipped for solving nonconvex prob-
lems, and to prepare SHOT for solving these, some additional strategies and
techniques explained in the following sections are required. These include: a
heuristic for repairing infeasibilities that may appear when generating cuts for
nonconvex constraints and a strategy for forcing solution updates in case of
convergence to a local optima. In addition, some reformulations implemented
in SHOT, which exactly linearize certain classes of functions, are detailed in
Sect. 4. These reformulations have the advantage that if all nonconvex nonlin-
earities can be handled in this way, the solution returned by SHOT will actually
be the guaranteed global solution.

3 SHOT as a local solver for nonconvex MINLP problems

As could be seen in Ex. 1, the main issue is that cuts generated exclude viable so-
lution candidates. In general, a simple solution to this shortcoming is to generate
fewer and less tight hyperplane cuts, e.g., by generating cutting planes (ECP)
instead of supporting hyperplanes (ESH), or by reducing the emphasis given to
generating cuts for nonconvex constraints. Also, since it is nontrivial, or in many
cases not even possible, to obtain the integer-relaxed interior point required in
the ESH algorithm, the ECP method might in general be a safer choice in the
dual strategy in SHOT; this is however not considered in this paper.

MINLP problems containing nonlinear equality constraints also pose a prob-
lem; for example, they have no interior points. Currently the strategy is to re-
place constraints h(x) = 0 with (h(x))2 ≤ 0, which are better suited for the

3 SHOT is available at github.com/coin-or/shot.
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Fig. 1. In the figures the shaded area indicate the integer-relaxed feasible region of the
MINLP problem. In the figure to the left, the MILP problem in the first iteration, with
the feasible set defined by the variable bounds and the two original linear constraints
l1 and l2, has been solved to obtain the solution point (2, 2). In the middle figure, a
root search is performed according to the ESH algorithm between this point and an
interior point (6.0, 0.4) of the integer-relaxed feasible region of the MINLP problem
to give a point on the boundary. A supporting hyperplane (c1) is then added to the
MILP problem. In the figure to the right, the integer-relaxed feasible region of the
updated MILP problem is shown. Since all integer-feasible solutions have been cut off,
the problem is infeasible. We cannot continue after this and no primal solution is found.

dual strategy. Other reformulations are also utilized, such as partitioning terms
in separable objective or constraint functions. This is explained in [12] for the
convex case, but the principle is the same also for nonconvex functions. Only
the dual problem is reformulated, the original problem formulation is still used
in the primal strategy. The original MINLP problem is also used for checking
feasibility of solution candidates, since utilizing reformulated constraints could
reduce accuracy.

A simple technique to improve the performance of SHOT for nonconvex prob-
lems is to increase the effort put on the primal strategy. Currently, this can be
accomplished by (i) solving more integer-fixed NLP problems and (ii) increas-
ing the maximum number of solutions saved in the MILP solver’s solution pool
and changing the strategy of the MILP solver to put more emphasis on finding
alternative solutions. An addition is also that after an integer combination has
been tested with the fixed NLP strategy, an integer cut is introduced similarly
to what is done in DICOPT. Note however, that in SHOT, this is currently not
possible for problems with nonbinary integer variables.

3.1 Repairing infeasibilities in the dual problems

For nonconvex problems, cuts added for nonconvex constraints normally tend
to make the dual problem infeasible as more and more cuts are added. At this
stage, if a primal solution has been found we can terminate with this solution.
One alternative strategy would also be to remove some of the cuts added until
the problem is feasible again, but this can eliminate the effect of cuts added



On solving nonconvex MINLP problems with SHOT 5

in previous iterations and result in cycling. SHOT uses a different approach,
however, where the MILP problem is relaxed to restore feasibility. The same
approach was successfully used in [8], where an implementation of the ECP
algorithm in Matlab was connected to the process simulation tool Aspen to
solve simulation based MINLP problems. A similar technique was also used in
[7] to determine the feasibility of problems. To find the relaxation needed to
restore feasibility, the following MILP problem is solved

minimize vT r

subject to Ax ≤ a, Bx = b,

Ckx + ck ≤ r, r ≥ 0,

xi ≤ xi ≤ xi ∀i ∈ I = {1, 2, . . . , n},
xi ∈ R, xj ∈ Z ∀i, j ∈ I, i 6= j.

(2)

Here the matrix Ck and vector ck contains the cuts added until the current
iteration k. The vector r contains the relaxations for restoring feasibility and
the vector v is used to individually penalize the relaxations of the different cuts.
The main strategy is to penalize the relaxation of the last cuts stronger than
the relaxation of the cuts from the early iterations. This will favor a relaxation
of the early cuts and reduce the risk of cycling, i.e., first adding the cuts in
one iteration and removing them in the next. The penalty terms in SHOT are
currently determined as vT = [1, 2, . . . N ], where N is total number of cuts
added. After the relaxation problem (2) is solved, the MILP model is modified
as Ckx + ck ≤ τr, where τ > 1 is a parameter to relax the model further.

Both CPLEX and Gurobi have functionality built in to find a feasibility
relaxation of an infeasible problem, and this functionality is directly utilized in
SHOT. As Cbc lacks this functionality, repairing infeasible cuts are currently
not supported for this choice of subsolver.

Whenever the MILP solver returns with a status of infeasible, the repair
functionality of SHOT tries to modify the bounds in the constraints causing
the infeasibility. We do not want to modify the linear constraints that originate
from the original MINLP problem nor the variable bounds. In the MILP solvers’
repair functionality, it is possible to either minimize the sum of the numerical
modifications to the constraint bounds or the number of modifications; here
we have used the former. If it was possible to repair the problem, SHOT will
continue to solve the problem normally, otherwise SHOT will terminate with the
currently best known primal solution (if found).

In Fig. 2, we apply the repair functionality to the problem in Ex. 1.

3.2 Forcing primal updates using a cutoff constraint

As seen in Fig. 2, the dual strategy in SHOT can get stuck in suboptimal solu-
tions. To try to force the dual strategy to search for a better solution, a primal
objective cut of the type f(x) ≤ γ is introduced (for a minimization problem).
The left-hand-side γ must force a solution to the dual MIP problem that is better
than the current best known primal bound PB.
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Fig. 2. The repair functionality is now applied to the infeasible MILP problem illus-
trated on the left so that the constraint c1 is relaxed and replaced with c2. Thus,
an integer feasible solution (7.8, 1) to the updated MILP problem can be obtained as
illustrated in the middle and right figures.
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Fig. 3. A primal cut p is now introduced to the MILP problem in the left figure, which
makes the problem infeasible as shown in the middle figure. The previously generated
cut c2 is therefore relaxed by utilizing the technique in Sect. 3.1 and replace with c3
to allow the updated MILP problem to have a solution (2.3, 1). This solution is better
than the previous primal solution (7.8, 1)! After this, we can continue to generate more
supporting hyperplanes to try to find an even better primal solution.

Whenever SHOT has found a solution that it believes is the global solution,
it modifies the objective cut, so that its right-hand-side is less than the current
primal bound. The dual problem is then resolved with the MILP solver. The
problem will then either be infeasible (in which case the repair functionality
discussed in Sect. 3.1 will try to repair the infeasibility), or a new solution with
better objective value will be found. Note however, that this solution does not
need to be a new primal solution to the MINLP problem, since it is not required
to fulfill the nonlinear constraints, only their linearizations through hyperplane
cuts that have been included in the MILP problem. This procedure is then
repeated a user-defined number of times. Also, an objective cut update is forced
if a new primal bound has not been found in a specified number of iterations in
SHOT. This procedure, applied to Ex. 1, is exemplified in Fig. 3.
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4 Automated reformulations for linearizing special terms

Certain nonlinear terms in nonconvex MINLP problems can always be written in
an exact linear form by introducing new (binary) variables and linear constraints.
Depending on whether these are the only nonlinearities or nonconvexities in the
problem, the reformulated problem may either be a MILP problem or a convex
MINLP, both of which can then be solved to global optimality using SHOT.
The nonlinear terms that can currently be automatically reformulated in SHOT
are: bilinear terms with one or two integer variables and monomials with only
binary variables. Note that there are other, possible more efficient reformulations
available than those mentioned here, however at this stage, this has not fully been
investigated.

Reformulating bilinear terms with at least one binary variable A prod-
uct xixj of a binary variable xi and a continuous or discrete variable xj , where
0 ≤ xj ≤ xj ≤ xj , can be exactly represented by replacing the term with the
auxiliary variable w and introducing the following linear constraints

xjxi ≤ w ≤ xjxi, w ≤ xj + xj(1− xi) and w ≥ xj − xj(1− xi).

Reformulating bilinear terms of two integers A product c · xixj , where c
is a real coefficient, of two integer variables with bounds 0 ≤ xi ≤ xi ≤ xi and
0 ≤ xj ≤ xj ≤ xj can be exactly represented by replacing the term with an
auxiliary variable w. First binary variables bk for each discrete value the xi can
assume are introduced. The variables are furthermore constrained by

xi∑
k=xi

bk = 1, and xi =

xi∑
k=xi

k · bk.

It is beneficial to introduce the set of binaries for the variable with smaller
domain. Also, depending on whether c is negative or positive one of the following
constraints are required:

∀k = xi, . . . ,xi :

{
w − k · xj + xixj · bk ≤ xixj if c > 0,

w − k · xj − xixj · bk ≤ −xixj if c < 0.

Reformulating monomials of binary variables A monomial term x1 · · ·xN ,
where all xi are binary, can be reformulated into linear form by replacing the
term with the auxiliary variable w that assumes the value one if all xi are one
and zero otherwise. The relationship between w and xi’s can be modeled as:

N · w ≤
∑
i

bi ≤ w +N − 1.
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5 Some numerical tests

To demonstrate the enhancements to SHOT detailed in the previous sections, we
have applied its convex and new nonconvex strategy to some nontrivial instances
selected from MINLPLib [17]. More precisely, these are the nonconvex MINLP
problems in the benchmark [19]. Additional tln*-instances were also included.
SHOT was also compared to the local solvers Bonmin (with its BB-strategy)
and DICOPT, as well as the global solvers Antigone and BARON in GAMS
25.1.2. Due to its automatic reformulations, SHOT is for some of the instances
a local and for some a global solver. The solvers used default settings except
for DICOPT, where the maximum number of cycles was set to 1000 to prevent
early termination. The comparison with the global solvers is not entirely fair,
since they actually do more work than the local solvers when proving optimality
of the solutions. However, we have mainly included them to indicate the diffi-
culty of the test set. The results in Table 1 show that Antigone and BARON
are good at finding the global primal solution, but that proving optimality is
time-consuming. Bonmin fails to find primal solutions on many instances, and
DICOPT seems to terminate too quickly on many problems, which could per-
haps have been prevented by increasing the maximum number of cycles further.
As expected, the nonconvex strategy in SHOT performs much better than the
convex one. Also, the reformulations in Sect. 4 enabled SHOT to find the right
primal solution for many instances and SHOT was even faster than BARON and
Antigone in some of these.

6 Conclusions

In this paper, some functionality for improving the stability of SHOT for non-
convex MINLP were described. With these modifications, the performance on
nonconvex problems is very good compared to the other local MINLP solvers
considered. The steps illustrated in this paper are, however, only a starting
point for further development, and the goal is to significantly increase the types
of MINLP problems that can be solved to global optimality by SHOT. To this
end, we intend to include convexification techniques based on lifting reformula-
tions for signomial and general twice-differentiable functions based on [14]. For
problems with a low to moderate number of nonlinearities, this might prove to
be a viable alternative to spatial branch and bound solvers.
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Table 1. The table shows the relative gaps (in %) as well as solution times (in seconds) for the global solvers Antigone and BARON
and the local solvers SHOT, Bonmin and DICOPT. For the global solvers, both the dual (DG) and primal (PG) gaps are shown, and for
the local solvers only the primal gap. Since SHOT is able to reformulate some of the instances into MILP form using the reformulations
in Section 4, the dual gaps are shown in these cases. A zero in the gap columns means that the gap is less than the termination criteria
0.1%, and ‘∞’ that the respective bound was not found. The time limit used was 1800 s. The gaps were calculated with PAVER [3].

Antigone BARON SHOT (nonconvex) SHOT (convex) Bonmin DICOPT
Instance DG PG Time DG PG Time DG PG Time PG Time PG Time PG Time

autocorr bern25-13 10 0 1800 0 0 1096 0 0 630 4.7 1800 1.2 0.1 2.1 0.1
blend721 0 0 119 0 0 15 14 30 ∞ 1800 0 298 ∞ 569
carton7 0 0 470 6.5 0 1800 62 31 ∞ 1800 ∞ 1800 ∞ 1800
cecil 13 0 0 49 0 0 44 23 9.1 11 1.4 0 1800 ∞ 1800
edgecross14-078 11 0 1800 0 0 1518 >100 8.3 1800 8.4 1800 4.7 1.0 0 0.1
gasnet >100 0.7 1800 >100 0 1800 0 120 ∞ 0.4 ∞ 22 0 0.1
graphpart 3pm-0444-0444 0 0 299 7.7 0 1800 0 0 7.6 0 7.5 8.3 2.3 12 0.1
multiplants mtg1a 12 0 1800 0 0 440 0.7 577 ∞ 0.1 ∞ 23 0.7 0.2
nous1 0 0 231 0 0 161 0 1.1 ∞ 0.2 46 0.5 ∞ 0.1
oil ∞ ∞ 125 24 0 1800 9.5 82 ∞ 7.1 9.5 247 9.5 0.8
radar-3000-10-a-8 lat 7 >100 >100 1800 >100 >100 1800 >100 397 >100 1800 >100 1800 ∞ 2.0
sfacloc2 3 80 4.0 0.2 1800 0 0 43 1.3 1650 >100 1.2 2.0 1800 ∞ 0.1
sonet18v6 0 0 1094 0 0 134 0 0 176 0 207 0 693 ∞ 0.1
sonetgr17 9.1 0 1800 0 0 543 0 0 0.7 0 2.7 14 1800 26 32
sporttournament20 2.6 0 1800 0 0 15 0 0 3 0 3.0 5.5 0.5 20 0.1
squfl030-150persp 69 13 1800 8.5 0.3 1800 0 1800 >100 1800 ∞ 7.5 >100 8.8
sssd12-05persp 4.4 0 1800 38 0.2 1800 36 1 36 1.0 0 1800 0.3 3.5
tln4 0 0 0.9 0 0 1.1 0 0 1.2 ∞ 0.1 3.6 1800 37 0.6
tln5 0 0 0.3 0 0 12 32 0 1800 ∞ 0.1 3.9 1800 ∞ 3.7
tln6 0 0 0.5 0 0 2.0 37 0 1800 ∞ 0.1 1.3 1800 ∞ 76
tln7 0 0 608 0 0 648 >100 0 1800 ∞ 0.1 ∞ 3.9 ∞ 0.1
wastepaper4 27 0 1800 0 0 116 0 1800 >100 0.7 12 310 >100 10
waterno2 03 19 0 1800 0 0 795 0 11 ∞ 5.0 0 0.1 >100 0.2


